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Protein-protein interactions (PPIs) play key roles in numerous biological processes and their dysregulation can
lead to various human diseases. Modulating these interactions with small molecule PPI modulators has emerged
as a promising strategy for treating such diseases. However, current computational approaches for screening PPI
modulators often fail to integrate biomolecular expertise and lack the elucidation of interaction mechanisms.
Here, we propose a knowledge-fused modulator-PPI interaction prediction method (KFPPIMI) to alleviate
these issues. KFPPIMI constructs separate representation models for modulators and proteins, each of which
integrates external knowledge from textual and graph-based data sources via a language modeling framework.
The fusion of the nuanced expression of natural language with the structural attributes of biomolecules provides
KFPPIMI with a holistic view of modulator-PPI interactions. Extensive experiments are conducted to evaluate
the effectiveness of KFPPIMI and its individual components. The results show that KFPPIMI outperforms
existing methods in different scenarios. Moreover, the modulator and protein representation model can be
successfully applied to their respective downstream tasks with comparable performance.

1. Introduction for machine learning-based modulator prediction methods. Depending
on whether these methods incorporate target information, they can be
divided into target-free and target-based methods.

Target-free methods [20-25] analyze the intrinsic properties and

Protein-protein interactions (PPIs) are fundamental to numerous
biological processes, including signal transduction, immune regulation,

and cell division [1,2]. Dysregulation of PPIs, whether through im-
balance, under-expression, or overexpression, is responsible for the
pathogenesis of various diseases such as cancer and neurodegenerative
disorders [3-7]. As a result, modulating these interactions with small
molecules has become a promising therapeutic strategy for treating re-
lated diseases. The growing landscape of approved and developing PPI
modulators has prompted efforts to improve computational methods for
identifying these modulators [8-12].

Molecular docking and molecular dynamics simulations are two
widely used computational approaches for screening drug candidates
for specific targets [13-18]. However, the high dependence on com-
putational resources and protein structure limits their feasibility for
large-scale testing [19]. Moreover, even if the docking is successful,
it is only for single target proteins and cannot be applied directly to
identity modulators of protein complexes. In recent years, the increas-
ing number of high-quality experimentally validated PPI targets and
their corresponding small molecule modulators has opened up avenues
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structural features of modulators without relying on prior knowledge
of specific PPI targets. For example, SMMPPI [26] adopts a two-stage
prediction strategy based on Morgan fingerprints and Random Forest
algorithm to first screen potential PPI inhibitors from a large compound
library and then predict their inhibitory activities for 11 PPI families
in the second stage. pdCSM-PPI [27] integrates graph-based signatures
and feature engineering to improve inhibitor screening for different PPI
targets. The recent HiGPPIM [28] provides new insights into modulator
discovery by introducing a hierarchical graph neural network (GNN)
based on functional group information. These target-free methods are
useful for the preliminary screening of large-scale chemical libraries,
but their inability to elucidate interaction mechanisms limits the precise
design and optimization of modulators.

Target-based methods formulate the PPI modulator prediction prob-
lem as a binary classification task with the goal of determining whether
there is an interaction between a modulator and a specific target
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(PPIMI). For this kind of method, only MultiPPIMI [29] and Yaseen
et al.’s approach (hereafter referred to as YASEEN) [30] are reported.
MultiPPIMI integrates structural and physicochemical property embed-
dings of modulators and PPI targets based on GraphMVP and ESM2
models and uses a bilinear attention network to capture intermolecular
interactions. YASEEN utilizes fingerprint features of compounds and
GNN-extracted structural features of protein complexes to predict the
interaction potential of a given compound-PPI complex pair. MultiP-
PIMI surpasses YASEEN in terms of generalization performance and
computational efficiency, but further enhancements are needed for
biomolecular representation.

Although target-based PPI modulator prediction research is still in
its infancy, the closely related PPI prediction research has flourished
over the years [31,32] and two main methodological frameworks have
been established, i.e., the network-based method and the integrated
method [33-40]. Network-based methods usually formalize the PPI
prediction problem as a link prediction problem and calculate the
binding probability based on the topological similarity between protein
nodes in the PPI network. Integrated methods focus on extracting
homogeneous features from proteomics and genomics data, which will
be integrated into popular classifiers to accomplish prediction tasks.
With the development of artificial intelligence, PPI prediction methods
have undergone a paradigm shift from machine learning to deep learn-
ing and have been continuously optimized in data processing, feature
extraction, and network architecture. These advancements provide a
solid theoretical foundation and technical support for the screening and
rational design of PPI modulators.

Small molecules and proteins are two essential bioentities involved
in the PPI modulator discovery process [41-43]. Computational anal-
ysis of properties and interaction mechanisms relies heavily on ro-
bust and expressive representations of entities. Common forms include
biological sequences, molecular graphs, and experimentally verified
or predicted three-dimensional structures [44,45]. Language model-
based approaches such as ChemBERTa [46] and ESM [47] have been
successfully used to capture sequence properties of biomolecules. Sim-
ilarly, graph model-based approaches such as GraphMVP [48], and
GearNet [49] have demonstrated strong performance, particularly in
modeling functional properties of molecular graphs or geometric struc-
tures.

While powerful for extracting intrinsic features of biomolecules
from different perspectives, these methods often overlook rich exter-
nal knowledge that can enhance the depth and breadth of molecular
understanding. In the biomedical field, scientific literature, biological
databases, and knowledge graphs serve as crucial knowledge sources,
providing detailed textual descriptions of the properties, functions, and
interactions of various biological molecules. These cannot be directly
inferred from molecular or protein sequences alone. Accordingly, a
popular trend involves jointly modeling biomolecules and natural lan-
guage to enhance molecule or protein representation with external
knowledge. For instance, MolT5 [50] pretrains the T5 architecture on
a large number of SMILES strings and textual descriptions to estab-
lish translations between molecules and natural language. ProtST [51]
learns a joint representation of protein sequences and biomedical text
by designing three types of tasks, i.e. unimodal mask prediction, mul-
timodal representation alignment, and multimodal mask prediction
tasks.

However, directly applying state-of-the-art molecular and protein
representation models to PPIMI prediction tasks has limitations. On
the one hand, high-quality textual descriptions of PPI modulators are
difficult to retrieve from public knowledge repositories in a similar
strategy to existing models. On the other hand, most models represent
proteins solely based on brief knowledge at the sequence level, which
cannot adequately capture the biological facts related to their functions.
But this is exactly what is needed for PPIMI prediction. In general,
determining whether a protein participates in a biological process, such
as interactions with other biomolecules, relies on a deep understanding
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of its functional properties and signaling pathways [52]. Even if two
proteins exhibit a high degree of sequence identity, their functions may
still diverge significantly [53]. In contrast, Gene Ontology (GO) pro-
vides comprehensive and standardized protein functional annotations,
covering three categories: molecular function (MF), cellular component
(CC), and biological process (BP). GO terms are constructed as a
directed acyclic graph (DAG) to describe their hierarchical relation-
ships. OntoProtein [54] and KeAP [55] are two prominent models
that leverage GO to capture protein properties. However, they both
model knowledge graphs through mere triples (Protein, Relation, GO),
neglecting contextual dependencies with terms as the smallest unit.
Besides, several specialized GO term representation methods [56,57]
also fail to effectively fuse structural and semantic information.

To address these issues, we propose KFPPIMI, a PPIMI prediction
framework that integrates independent modulator and protein rep-
resentation models (Fig. 1). By combining external knowledge with
language modeling architectures, KFPPIMI can improve the expressive-
ness of biomolecular properties. Specifically, for the modulator model,
we first collect SMILES sequences and textual descriptions from the
PubChem database and enrich them via GPT-3.5 to build a large-scale
corpus. We then pretrain a RoBERTa model on this corpus as the
backbone encoder. Due to the lack of detailed descriptions for many
modulator molecules in PubChem and the potential inaccuracies in
the generation of large language models, we additionally introduce
a fingerprint-based structure encoder to calibrate the knowledge only
provided by GPT-3.5. For the protein model, we fuse factual knowledge
derived from both GO graphs and GO term annotations. The struc-
tural information of each GO term is injected into the BERT-based
language model through a special token and processed together with
the textual annotations. Furthermore, the direct neighbor prediction
and sub-ontology member prediction tasks are designed to enhance
the language model’s understanding of the basic semantics and contex-
tual relationships of terms. Finally, we apply these two representation
models to the PPIMI prediction task, in which modulator and protein
representations are integrated via an attention-based fusion block. We
systematically evaluate the performance of KFPPIMI and its individual
components. The experimental results show that the proposed KFPPIMI
can improve the prediction of modulator-PPI interactions and provide
new possibilities for future research and practical applications.

2. Method
2.1. Modulator model

The modulator model in KFPPIMI consists of two distinct submod-
ules: a backbone text encoder and a structure encoder for knowledge
calibration. They operate synergistically to generate comprehensive
and robust modulator representations.

2.1.1. Backbone text encoder

The text encoder is implemented based on a RoBERTa architec-
ture [58] for processing molecular SMILES sequences and textual de-
scriptions. These text descriptions are retrieved from PubChem and
enriched by GPT-3.5, which provides detailed information about the
chemical properties and functional groups of the molecules.

The original RoBERTa tokenizer is derived from natural language,
and applying it directly to SMILES strings may overlook meaningful
chemical structures. To efficiently handle SMILES strings and domain-
specific vocabulary, we retrain the tokenizer using Byte Level Byte-Pair
Encoding. The definition of special tokens is consistent with RoBERTa,
and [SEP] is added as a precise boundary between SMILES sequences
and textual descriptions to help the model understand input texts. Then,
we pretrain the text encoder using the masked language modeling
(MLM) task, where each token is randomly masked with a probability
of 15% and reconstructed based on the context. The loss function is:

EMLM=—ZlogP(xi|)?) €3]
ieT
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Fig. 1. The overall workflow of KFPPIMI.

where T is a random set of masked positions, and x; and X denote
the ith token of the input text and the masked input, respectively.
After pretraining, the text encoder can capture the correlation between
molecular structure and chemical properties to provide knowledge
support for various downstream tasks.

2.1.2. Structure encoder for knowledge calibration

As mentioned above, the backbone text encoder extracts molecular
information mainly from textual descriptions generated by GPT-3.5.
However, as a general-purpose large language model, GPT is not im-
mune to occasional inaccuracies, which may compromise the reliability
of structure-activity analyses. To alleviate this problem, we intro-
duce a fingerprint-based structure encoder for knowledge calibration
during the execution of downstream tasks. Specifically, we employ
different types of molecular fingerprints to represent various aspects
of the molecular structure. The fingerprints utilized include Extended-
Connectivity Fingerprints (ECFPs), which capture the local atomic en-
vironment; Molecular ACCess System (MACCS) fingerprints, which en-
code predefined substructures; Atom-Pair Fingerprints (APFPs), which
represent atom pairs and their topological distances; and Topological
Fingerprints (TFPs), which encode molecular graph-based features. We
then align each type of molecular fingerprint with the embedding space
of the language model using separate linear projection heads to ensure
efficient integration of structural and textual information.

The final molecular representations are constructed by concatenat-
ing five molecular embeddings and feeding them into an elaborated
fusion block (Section 2.3). By incorporating explicit fingerprint knowl-
edge, the modulator model can bridge potential discrepancies between
molecular real structure and textual description, avoiding being misled
by ambiguous or incomplete information.

2.2. Protein model

The proposed protein model consists of two stacked modules: (1)
GO term encoder injects knowledge graph information into the lan-
guage model to generate rich GO term embeddings; and (2) GO term
aggregator jointly models relevant GO term embeddings to generate
protein representations. We will introduce the implementation of these
two modules in the following subsections.

2.2.1. GO term encoder

Architecture. Our aim is to integrate the GO graph and text
annotations into a unified architecture to build deep representation
interactions. To this end, we utilize the BERT model [59] as a backbone

network and inject the extracted structural information of GO terms
into its textual representation for joint modeling. The model weights are
initialized by ouBioBERT [60], which is pretrained on a large scientific
corpus spanning disciplines like biology and medicine.

We train the graph embedding model struc2vec [61] on the entire
GO graph to extract contextual information implied in GO terms and
their interconnections. Compared with DeepWalk [62] and node2vec
[63], struc2vec shows superior performance in measuring the structural
similarity and hierarchical relationships of different nodes, which is
more in line with the modeling requirements of GO graphs. We use
the trained struc2vec to generate embedding vectors for each term
node and inject them into the backbone model as structural knowledge
to enhance GO term representation. To bridge the gap between GO
structure and annotation text, struc2vec embeddings are projected into
text space using affine transformation before injection.

Given a GO term, we first concatenate its name and definition
to form a text sequence that provides a detailed description of pro-
tein function. Following BERT, we tokenize the GO text sequences by
WordPiece and add special tokens [CLS], [PAD], and [SEP]. To in-
ject structural knowledge into the GO term representation framework,
we additionally define a special token [SK] to act as a placeholder,
whose embedding will be replaced by the struc2vec-encoded structural
features for improving GO representations in subsequent information
dissemination. The interleaved GO term input can be formalized as
{[CLS][SK][SEP] Name + Def [PAD] ... [PAD] [SEP]}.

With clever knowledge injection, our model not only captures ex-
plicit hierarchical relationships between GO terms but also deeply
models implicit semantic correlations. The contextual information of
all terms is captured through a one-time embedding and delegated to
the BERT module for subsequent processing, replacing the setup of
a separate graph embedder in dual-stream methods. This design can
significantly reduce model parameters and running time because the
GO graph is massive in scale. After pretraining, the architecture can be
applied to various protein tasks with minimal modifications.

Multi-task training. To enhance the joint representation of se-
mantics and structure, we add different prediction heads to the top
of the GO encoder and train the whole architecture through multi-
task learning. The designed training tasks include: (1) direct neighbor
prediction of GO terms, where direct neighbors are defined as the
union of children and parent terms; and (2) sub-ontology membership
prediction of GO terms, where sub-ontology categories include CC, MF,
and BP. We argue that the two prediction tasks are related with the goal
of encouraging the model to effectively integrate structural features
with language representations while preserving their properties. Both
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use cross-entropy as the loss function and are jointly optimized by
adding different classification heads:

N

Lgo ==Y V" log (5) = Y ¥} log (ﬁji) ()
i J

where y™" € {0,1}N denotes the actual direct neighbors of the input

term, y* € {0,1} denotes the actual category of the sub-otology, "

and §* are prediction vectors, and N is the total number of GO terms.

2.2.2. GO term aggregator

In our approach, protein representations are created through GO
term embeddings. We retrieve the set of GO terms S =
{G0,,GO0,,...,GO,} annotated to a protein, where GO, corresponds
to a single GO term associated with the protein. Then, we use the
trained GO term encoder to infer the embedding of each term in the
set S and assemble them to construct the protein embedding E =
{Emb(GO,), Emb(GO,), ..., Emb(GO,)}.

The specificity (importance) of GO terms is influenced by several
factors, especially the cellular processes associated with protein in-
teractions. Consequently, we further input E into the feature fusion
block to generate a comprehensive representation of the protein in the
context of its functional annotation terms. The fusion block is con-
structed based on the attention mechanism that dynamically evaluates
the contributions of GO terms and weights their embeddings.

2.3. Fusion block

In this section, we introduce a general fusion block to effectively
address the need for repeated feature fusion operations within the
KFPPIMI framework. As illustrated in Fig. 2, the fusion block is built
upon the standard Transformer encoder architecture and enhanced
with the SwiGLU feedforward network (FFN) [64]. Specifically, it
mainly contains a multi-head self-attention (MSA) layer, a SwiGLU FFN
layer, and a fully connected (FC) layer. Layer norm (LN) and residual
connections are applied between each layer. Given M vectors to be
fused, we combine them into an input feature z € RM*P, Then, the
fusion process can be formalized as:

7 = MSA(LN(2)) + z,

7" = FFNg iy (LN(Z) + 2, 3)
zaut — FC(ZH)

where

FFNgigro W, U, V)= (Swish(xW) © xU)V, (@)

W, U, and V are weight matrices, ® is the element-wise product,
Swish(-) is the Swish activation function, and Swish(x) =
x * Sigmoid(x).

We reuse this fusion block in the modulator model, protein model,
and later prediction module to capture the complex interactions and
dependencies between input features.

2.4. Prediction module

In the last section, we perform PPIMI prediction tasks using a
two-layer MLP integrated with a SwiGLU FFN layer. We concatenate
modulator features and partner protein features, and feed them into the
fusion block to generate interaction features. The interaction features
are subsequently passed through the MLP variant to produce final
predictions. The training pipeline of KFPPIMI is summarized in Fig. 3.
We use binary cross-entropy as the loss function for PPIMI prediction,
calculated as follows:

r
Y Iy loga(3,) + (1 = y)log(l = o(3)], (5)

i=1

c=-1
r

where I' is the number of training samples, o is the sigmoid function,
» denotes the predicted score, and y denotes the actual label.
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Fig. 2. An illustration of the fusion block.

3. Experiment setup
3.1. Data preparation

Molecular data. We begin by collecting 301,566 molecular SMILES
sequences and corresponding textual descriptions from PubChem to
build a pretraining corpus for the modulator model, carefully excluding
all known PPI modulators to avoid potential data leakage. We note that
the textual descriptions provided in PubChem are generally limited in
scope and detail. Furthermore, for the majority (94.82%) of modulators
in the PPIMI dataset, the PubChem descriptions are either inadequate
or not retrievable. To overcome this limitation, we use GPT-3.5 to en-
rich these molecular descriptions to obtain detailed information about
the chemical properties and functional groups. The modulator data in
PPIMI datasets are curated with the same strategy.

GO data. We use the latest Gene Ontology released in September
2024 (https://geneontology.org/docs/download-ontology/). Following
the practice in [56], we remove GO terms marked as “obsolete”,
resulting in a total of 44,261 terms with 8888 BP terms, 11,177 CC
terms, and 4196 MF terms. All GO terms and the set of inclusion
relationships are organized as a DAG, where each term is labeled with
its direct neighbors and sub-ontology memberships.

PPIMI data. We extract the interactions between small molecule
modulators and PPI targets from the public DLiP database [65] to
construct the PPIMI benchmark dataset. We use a strict filtering pro-
cedure [29] and further remove data entries for illegal PPI targets and
non-human species. After this processing, a total of 11,145 PPIMI tuples
are generated, including 9343 small molecule modulators and 117 PPI
targets. These verified PPIMI tuples are regarded as positive samples.
Consequently, negative samples are generated by replacing modulators
or PPI targets in positive samples. We control the ratio of positive and
negative samples to 1:1 and ensure that the sampled negative samples
are not present in the positive samples for effective training.

To systematically evaluate the generalization ability of models, we
use four data split schemes, including one transductive setting (S1) and
three inductive settings (S2-S4):

S1 (random): samples are randomly divided into training and test
sets.

S2 (new modulator-old PPI target): modulators in the test set do
not appear in the training set.

S3 (old modulator-new PPI target): PPI targets in the test set do
not appear in the training set.

S4 (new modulator-new PPI target): modulators and PPIs in the
test set are completely invisible during training.

For each split scheme, the ratio of training, validation, and test sets
is approximately 8:1:1.
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Table 1

Performance evaluation of KFPPIMI and other methods in different experimental settings.

Method Transductive setting Inductive setting

S1 S2 S3 S4

AUROC AUPR AUROC AUPR AUROC AUPR AUROC AUPR
Kernel-based 0.950 0.933 0.888 0.865  0.529 0.601  0.559 0.642
GearNet-based  0.975 0.973 0.924 0.914 0.788 0.800  0.456 0.449
YASEEN 0.970 0.965 0.925 0.911 0.638 0.681 0.432 0.464
MultiPPIMI 0.988 0.988 0.968 0.967  0.789 0.808  0.579 0.566
KFPPIMI 0.990 0.989 0.972 0.969  0.832 0.844  0.647 0.613

3.2. Implementation detail

For the modulator model, we pretrain the text encoder using the
RoBERTa procedure for 100 epochs. The maximum vocabulary size,
maximum sequence length, hidden size, number of attention heads, and
batch size are set to 52K, 512, 768, 6, and 32, respectively.

For the protein model, we first train the struc2vec model on the
entire GO graph with an embedding dimension of 128, a walk length
of 10, and a number of walks of 80. Using these struc2vec embeddings,
we then train the GO term encoder with the AdamW optimizer, setting
the learning rate to 1e-5, weight decay to 0.01, and batch size to 64.

Finally, we train the whole KFPPIMI model using AdamW with a
learning rate of 1le—4 and a batch size of 64. During training, the text
encoder of the moderator model is fine-tuned and the GO term encoder
of the protein model is frozen.

All experiments are run on 1 NVIDIA GeForce RTX 4090 GPU. The
area under the receiver operating characteristic curve (AUROC) and the
area under the precise-recall curve (AUPR) are utilized to report model
performance, with higher values indicating better performance.

4. Results and discussion
4.1. Performance evaluation

We compare KFPPIMI with four state-of-the-art methods on the
benchmark dataset. The details of these methods are listed below:

* MultiPPIMI integrates GraphMVP features of modulators and
ESM2 features of PPI targets and employs a bilinear attention
network to capture biomolecular interactions.

» YASEEN uses ECFP features of compounds and GNN-extracted
structural features of protein complexes to predict PPIMI.

» Kernel-based method combines nonlinear radial basis function
(RBF) similarity kernel representations of compounds and protein
complexes and passes them to a support vector machine for PPIMI
classification.

» GearNet-based method introduces GearNet (Geometry-Aware
Relational Graph Neural Network) to extract the structural fea-
tures of protein complexes and then combines them with ECFPs
features of compounds to jointly predict PPIMI.

To ensure the reliability and comprehensiveness of our evaluation,
protein complex structure inputs for both the YASEEN and GearNet-
based methods are generated using AlphaFold3 [66], an advanced
protein structure prediction tool. Table 1 presents the comparison
results, with the best values highlighted in bold.

For the inductive setting, the modulators and PPI targets used dur-
ing training can also appear in the test set. In this scenario, all methods
show excellent performance, with AUROC and AUPR values exceeding
0.9. Nevertheless, KFPPIMI still achieves further improvements, with
AUROC and AUPR as high as 0.99 and 0.989, respectively. This result
demonstrates the effectiveness and robustness of KFPPIMI in PPIMI
prediction. Unlike the transductive setting, the inductive setting is
closer to real-world scenarios where models are required to generalize
to unseen biological entities. As shown in Table 1, the performance of
all methods degrades in the inductive setting, which is expected due to
the increased complexity of the task. This degradation is particularly
evident in the S3 (new PPI) and S4 (new modulator-new PPI) scenarios,
implying the greater challenge in accurately characterizing protein
interactions. Despite the difficulty, our method still achieves substantial
improvements, with AUROC increases of 4.3% and 6.8% on S3 and S4
than the second-best MultiPPIMI, respectively.

Kernel-based method shows relative inadequacy in performance
compared to the other four deep learning methods. This discrepancy
highlights the capacity of deep learning models to address intricate
computational challenges. The effectiveness of hand-selected features
or kernel functions in conventional machine learning is often limited in
their ability to encapsulate the complexities of data distributions, which
are characteristic of complex tasks [67-70]. Among all the evaluated
methods, three methods utilizing pretrained models, KFPPIMI, MultiP-
PIMI, and GearNet-based, generally outperform other baselines. This
means that pretraining can improve model performance on correspond-
ing downstream tasks by incorporating valuable biological insights.
Among them, our KFPPIMI achieves the best performance, which can be
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Fig. 4. Ablation studies on (A) the importance of structural knowledge, (B) the impact of pretraining on the text encoder in the modulator model, and (C) the effectiveness of

the modulator and protein representation models in KFPPIMI.

attributed to its unique knowledge-fused architecture that establishes
the combined properties of mappings between SMILES strings, substruc-
tures, and text descriptions to effectively capture the complex functions
of modulators and proteins. Additionally, YASEEN and GearNet-based
methods exhibit comparable performance even when using unverified
structural data. This finding demonstrates the validity of incorporating
spatial information, such as protein folding patterns and interface
features, into PPIMI predictions and warrants further exploration.

4.2. Ablation studies

To validate the effectiveness of the specific design of KFPPIMI, we
conduct a series of ablation studies.

(1) Importance of structural knowledge

We explore the importance of structural knowledge by removing
the fingerprint-based structural knowledge calibration in the modulator
model (w/o FPs) and the GO graph-based structural knowledge injec-
tion in the protein model (w/o GO graph), respectively. The results are
shown in Fig. 4A. It can be seen that the lack of explicit structural
knowledge adversely affects the predictive performance of KFPPIMI.
In most scenarios, this effect is not significant because textual descrip-
tions usually contain implicit structural relationships that can partially
compensate for the absence of explicit structural features. However,
in the S2 scenario, removing the fingerprint information led to a 4%
performance decrease. This may be attributed to the structural differ-
ences between the chemical compositions of new modulators in the test
set and those present in the training set. Accordingly, the introduction
of fingerprint information facilitates the comprehensive modeling of
associations between molecular structures, SMILES strings, and intrin-
sic properties, thereby improving the model’s ability to generalize the
properties of new modulators.

(2) Impact of pretraining

To investigate the impact of pretraining on the text encoder in the
modulator model, we compare KFPPIMI with two variants: without
pretrained and pretrained on simple PubChem text without GPT-3.5
enrichment. The results are presented in Fig. 4B.

First, we observe that pretraining on a large corpus improves the
performance of KFPPIMI. This suggests that KFPPIMI successfully learns
molecular knowledge from the pretraining process and this can help
it understand modulator properties. Second, pretraining with simple

texts leads to a decrease in KFPPIMI performance, especially in the S3
scenario, where AUROC is even lower than without pretraining. This
is because removing GPT-enriched text exacerbates the distribution
gap between pretraining and downstream data. Moreover, the enriched
pretraining corpus can enhance the model’s language understanding
ability.

(3) Effectiveness of representation models

To assess the effectiveness of the modulator and protein representa-
tion models in KFPPIMI, we construct a series of variants by replacing
the representation components with state-of-the-art pretrained models.
These variants include KFPPIMI-MolT5 (replacing the modulator model
with MolT5 [50]), KFPPIMI-GraphMVP (replacing the modulator model
with GraphMVP [48]), KFPPIMI-GPT-MolBerta (replacing the modu-
lator model with GPT-MolBerta [71]), KFPPIMI-OntoProtein (replace
the protein model with OntoProtein [54]), KFPPIMI-ESM2 (replace
the protein model with ESM2 [72]), and KFPPIMI-BioT5 (replace the
modulator and protein model with BioT5 [73]). All replacement models
use their default configurations for fair comparisons.

As shown in Fig. 4C, KFPPIMI outperforms its variants. In the S2
scenario, replacing the modulator model led to a significant decline in
the AUROC metric, indicating that our modulator model is particularly
well-suited for handling scenarios where the modulator is new or un-
seen. Similarly, in the S3 scenario, replacing the protein model within
KFPPIMI resulted in a notable decline, further demonstrating the effec-
tiveness and generalization capability of our protein model. Among all
variants, KFPPIMI-GraphMVP shows the most promising results. This
emphasizes the importance of explicit graph structure information in
the modulator representation, consistent with the experimental results
in subsection (1). When comparing KFPPIMI with the variant models
that also pretrain molecular representations using external knowledge,
we identify key factors contributing to KFPPIMI’s superiority. Com-
pared with KFPPIMI-MolT5, KFPPIMI benefits from a large and rich
pretraining dataset, which provides a more comprehensive learning
foundation. Compared with GPT-MolBerta, KFPPIMI combines real bio-
logical knowledge, including explicit structural features and PubChem
descriptions, which provides an advantage in capturing molecular fea-
tures. A further factor is that the word patterns in the downstream
PPIMI dataset are different from those in the pretraining dataset of vari-
ant models. This difference emphasizes the need to design specialized
modulator representation models, as evidenced by the comparison with
the generic model BioT5, a general model for representing biological
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Table 2 Table 3
Performance of KFPPIMI-MTE on the potency prediction task. Performance of KFPPIMI-GOE on the PPI prediction task.
PPI target Method P T r RMSE MAE Method Random DFS BFS
Bcl2-Like/Bak-Bax pdCSM-PPI 0.64 0.43 0.63 0.79 0.65 DPPI 0.705 0.437 0.439
KFPPIMI-MTE  0.69 0.46 0.66 0.74 0.61 DNN-PPI 0.752 0.489 0.516
Bromodomain/Histone ~ pdCSM-PPI 0.44 0.34 0.51 0.84 0.61 PIPR 0.796 0.522 0.471
KFPPIMI-MTE ~ 0.42 0.20 0.25 0.83 0.60 GNN-PPI 0.837 0.665 0.631
Cyclophilins pdCSM-PPI 0.87 0.48 0.67 0.57 0.39 SemiGNN-PPI 0.856 0.693 0.679
KFPPIMI-MTE ~ 0.87 0.67 0.81 0.54  0.39 HIGH-PPI 0.862 0.702 0.684
HIF-1a/p300 pdCSM-PPI 0.28 0.09 0.13 0.83 0.62 KFPPIMI-GOE 0.849 0.703 0.695

KFPPIMI-MTE ~ 0.33 0.29 0.39 0.73 0.58

Integrins pdCSM-PPI 0.49 0.33 0.47 1.31 1.00
KFPPIMI-MTE ~ 0.53 0.37 0.52 1.28 1.01
LEDGF/IN pdCSM-PPI -0.03 -0.02 -0.09 0.60 0.52
KFPPIMI-MTE ~ 0.28 0.17 0.30 0.54 0.45
LFA/ICAM pdCSM-PPI 0.67 0.37 0.59 0.85 0.65

KFPPIMI-MTE ~ 0.84 0.65 0.85 0.72 0.57
pdCSM-PPI 0.63 0.45 0.61 0.76 0.61
KFPPIMI-MTE  0.58 0.34 0.48 0.77 0.65
pdCSM-PPI 0.44 0.37 0.50 0.89 0.57
KFPPIMI-MTE ~ 0.69 0.51 0.62 0.80 0.71

Mdm2-Like/P53

XIAP/Smac

entities. Regarding the comparison with protein representation variant-
based models, KFPPIMI adopts a fine-grained GO term representation
and injects the GO graph structure. This approach can more accu-
rately capture the function information of proteins, thereby improving
prediction performance.

In summary, the results of ablation studies affirm the effectiveness
and unique advantages of KFPPIMI, both in its overall architecture and
the specific design of modulator and protein representation models, as
well as its superiority over existing models in similar fields.

4.3. Investigation of pretrained components

The KFPPIMI framework is supported by two independent pre-
trained components: the text encoder in the modulator model
(KFPPIMI-MTE) and the GO term encoder in the protein model (KFPPIMI-
GOE). In addition to being integrated into the KFPPIMI architecture,
we envision them having practical applications that facilitate the
development of more effective PPI modulator discovery and treat-
ment strategies. In this section, we demonstrate the generalization
capabilities of these two components by applying them to relevant
downstream tasks, respectively: modulator potency prediction and PPI
prediction. To avoid the impact of other components and fine-tuning
configurations on performance, we employ pretrained components to
extract features and directly input them into Random Forest predictor
implemented in the Scikit-learn library to generate prediction results,
in which protein representations are concatenated by the correspond-
ing GO term embeddings. For both experiments, the hyperparameter
settings for Random Forest are the same, with “n_estimators” (number
of trees) set to 500 and other hyperparameters kept at their default
values.

(1) KFPPIMI-MTE.

We evaluate the effectiveness of KFPPIMI-MTE on the modulator
potency prediction task. The benchmark dataset is provided by pdCSM-
PPI [27], which contains nine modulator datasets for nine PPI families,
one for each family. The experimental pIC50 (negative logarithm of
the half maximal inhibitory concentration) value of each modulator
sample is regarded as a predictive label. We ensure that the prepro-
cessing of this dataset is consistent with the pretraining dataset. We
use pdCSM-PPI], the gold standard method for PPI modulator prediction,
as a baseline and use Pearson correlation coefficient (p), Kendall’s tau
coefficient (r), Spearman correlation coefficient (r,), root mean squared
error (RMSE), and mean absolute error (MAE) as evaluation metrics.
The results are listed in Table 2. We can observe that KFPPIMI-MTE
shows better performance than pdCSM-PPI on seven out of nine PPI
families. This result validates the accuracy and generalization ability

of KFPPIMI-MTE and emphasizes its great potential to facilitate and
accelerate the discovery of PPI modulators.

(2) KFPPIMI-GOE.

We evaluate the effectiveness of KFPPIMI-GOE on the PPI prediction
task. The experiments are conducted on the SHS27k dataset, which is
a Homo sapiens subset extracted from the widely used multi-type PPI
database STRING [74] with less than 40% sequence identity. Each PPI
is annotated with at least one of seven types, i.e., reaction, binding,
inhibition, activation, post-translational modification, catalysis, and
expression. The PPI prediction problem is formalized as a multi-label
classification problem, and Micro-F1 score is used as the performance
evaluation metric. Following previous studies, three partition strate-
gies: Random, Depth-First Search (DFS), and Breath-First Search (BFS)
are used to split the training and test sets. We introduce six represen-
tative PPI prediction methods as baselines: DPPI [35], DNN-PPI [36],
PIPR [37], GNN-PPI [38], SemiGNN-PPI [39], and HIGH-PPI [40], and
list the comparison results in Table 3.

It can be seen that KFPPIMI-GOE outperforms all baselines in DFS
and BFS partitions. Although KFPPIMI-GOE performs slightly lower
than SemiGNN-PPI and HIGH-PPI in Random partition, it still improves
by 1.2%-14.4% over the other four baselines. Notably, DFS and BFS
partitions impose stricter requirements on the generalization of models,
as they involve more unseen proteins. KFPPIMI-GOE’s strong perfor-
mance in these challenging scenarios highlights its ability to understand
protein properties by integrating biological knowledge, which is critical
for robust applications in the real world.

4.4. Model interpretation

KFPPIMI not only demonstrates competitive performance but also
offers a significant advantage in enhanced interpretability through
attention mechanisms. In this section, we present the interpretability
of KFPPIMI by using the case of the Caspase-9/XIAP interaction and its
modulator C;,H,,N40,S. Caspases are central executors of the apop-
totic program that play an indispensable role in maintaining cellular
homeostasis and ensuring proper organism development. Dysregulation
of Caspases activity can lead to pathological conditions, most notably
various types of cancer. Among the family of inhibitors of apoptosis
proteins (IAPs), XIAP is considered to be the most potent Caspase
inhibitor. XIAP interacts with specific Caspases (including Caspase-3,
-7, and -9) through its BIR3 and BIR2 domains, thereby inhibiting
enzymatic activity and regulating the apoptotic process. Given their
key role in cancer biology, the development of novel compounds that
can specifically modulate Caspase/XIAP interactions has emerged as a
promising therapeutic strategy.

We initiate our investigation by observing whether and how KF-
PPIMI focuses on crucial interaction features during the prediction
process. We visualize the attention weights of different GO terms within
the Caspase-9 and XIAP proteins. As shown in Fig. 5A, certain GO
terms received higher attention scores, presenting in a vertical line
pattern. For the Caspase-9 protein, the two most important terms are
GO:0008047 (enzyme activator activity) and GO:0097153 (cysteine-
type endopeptidase activity involved in apoptotic process). For the
XIAP protein, the two top-ranked terms are GO:0004869 (cysteine-
type endopeptidase inhibitor activity) and GO:0043027 (cysteine-type
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Fig. 5. Model interpretability studies on the Caspase-9/XIAP target and its modulator C,,H,,N,O,S.

endopeptidase inhibitor activity involved in apoptotic process). It is
evident that the key terms identified by KFPPIMI are closely related
to the functional characteristics of the Caspase-9/XIAP interaction.
Further, we analyze the distribution and significance of different types
of GO terms across all 117 PPI targets in the S1 scenario. As shown
in Fig. 5B and C, BP and CC terms contribute more to the interaction
prediction overall than MF terms, especially CC terms, which have
higher attention scores despite their lower background frequency. This
finding aligns with our expectations. Given that PPI is inherently
highly dependent on physical proximity, the cellular component of the
protein is more important when modeling the interaction between two
proteins. If two proteins are located in different cellular regions, spatial
separation poses a significant barrier to their interaction.
Cy7H5(N40,S is a novel Caspase-9/XIAP inhibitor designed and syn-
thesized based on the AVPI tetrapeptide [75]. We compute the atten-
tion scores for C;,HyyN40,S in the KFPPIMI model and color different
parts of the input text based on these scores. For clarity, the SMILES
sequence and textual description of C;,H,,N40,S are visualized sepa-
rately. Darker colors indicate higher attention scores and lighter colors
indicate lower attention scores. As presented in Fig. 5D, most atoms

in the alanine, proline, and aromatic groups are assigned high at-
tention values. These groups are closely associated with the actual
binding coordination. Specifically, the alanine and proline have been
determined as essential amino acid residues for preserving the activity
of the AVPI tetrapeptide [76], while the aromatic group connected
by an amide bond distinguishes C;;H,,N40,S from other analogs.
Additionally, KFPPIMI emphasizes the terms such as “lipophilicity”,
“functional groups”, “aromatic”, and “cyclization” in the textual de-
scription, which are consistent with key elements of C;,HyqN40,S (Fig.
5E). This result indicates that KFPPIMI can effectively understand the
chemical properties and structure of molecules and selectively focus on
functional groups. Collectively, the case study validates the effective-
ness of KFPPIMI in capturing implicit relationships in PPI-modulator
interactions and providing interpretable results.

5. Conclusion

In this study, we introduce a knowledge-fused PPIMI prediction ap-
proach that incorporates independent modulator and protein represen-
tation models. With language modeling, KFPPIMI can effectively fuse
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factual knowledge derived from textual and graphical data to enhance a
comprehensive understanding of biomolecules. Compared with several
baseline methods, KFPPIMI achieves improvements in both transduc-
tive and inductive settings. The modulator and protein representation
components also yield comparable results in their corresponding modu-
lator potency prediction and PPI prediction tasks, respectively, showing
outstanding practical application capabilities to various downstream
scenarios. Another key advantage of KFPPIMI is its ability to robustly
address the limitations of previous approaches in elucidating potential
interaction mechanisms. As demonstrated by our interpretability exper-
iments on the interaction between the Caspase-9/XIAP target and its
inhibitor, KFPPIMI provides more detailed insights into the key factors
influencing interaction relationships leveraging the attention mecha-
nism. We anticipate that our work will inspire further innovations in
language modeling for PPI modulator screening, ultimately leading to
advances in practical applications for drug discovery.

Looking ahead, we aim to integrate more sources and types of
biomedical knowledge. For the modulator model, KFPPIMI focuses
primarily on the acquisition and fusion of molecular sequence and
functional information, but 3D formats are also of significance. One
promising direction is to construct larger multimodal datasets that
explicitly include 3D structural information in textual descriptions. For
the protein model, we plan to integrate a broader range of biological
data, covering essential components such as PPI networks and disease
associations. To this end, the knowledge injection module of KFPPIMI
will be extended and enhanced, such as introducing more efficient
tokenization schemes and loss-aware injection approaches.

Furthermore, due to the limitation of computing resources, KFPPIMI
employs simple graph embedding models to encode structured features.
In the future, we will explore advanced GNNs [77-79] and pretraining
techniques to enhance the modeling of biomolecules and their inter-
actions. GNNs provide a powerful framework for efficiently capturing
topological and spatial relationships within molecular structures. More-
over, they can facilitate the analysis of complex biological networks
and structural changes in subgraphs. An intriguing direction could be
to model the evolutionary mechanisms underlying the dynamic trans-
formations of PPI networks in response to biological stimuli, including
modulator interventions.
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